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Abstract 

With the increase in applications of machine learning methods in drug design and related fields, the challenge of 
designing sound test sets becomes more and more prominent. The goal of this challenge is to have a realistic split of 
chemical structures (compounds) between training, validation and test set such that the performance on the test set 
is meaningful to infer the performance in a prospective application. This challenge is by its own very interesting and 
relevant, but is even more complex in a federated machine learning approach where multiple partners jointly train 
a model under privacy-preserving conditions where chemical structures must not be shared between the different 
participating parties. In this work we discuss three methods which provide a splitting of a data set and are applicable 
in a federated privacy-preserving setting, namely: a. locality-sensitive hashing (LSH), b. sphere exclusion clustering, c. 
scaffold-based binning (scaffold network). For evaluation of these splitting methods we consider the following qual-
ity criteria (compared to random splitting): bias in prediction performance, classification label and data imbalance, 
similarity distance between the test and training set compounds. The main findings of the paper are a. both sphere 
exclusion clustering and scaffold-based binning result in high quality splitting of the data sets, b. in terms of compute 
costs sphere exclusion clustering is very expensive in the case of federated privacy-preserving setting.
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Introduction
In machine learning it is good practice to split the data 
set in multiple folds to be used exclusively for training, 
hyperparameter optimization and final performance 
evaluation, often in combination with cross-validation 
[1]. The most straightforward approach for fold splitting 
is a random split, however this is not ideal for structure-
activity models. An early observation with quantitative 

structure-activity relationship (QSAR) models is the 
so-called Kubinyi paradox: models with the best cross-
validated performance metrics were the ones worst per-
forming in a prospective setting [2, 3]. The reason for this 
is that many QSAR data sets contain only a limited num-
ber of chemical series, however in the prospective use 
case the model should be applicable also to other struc-
tures not belonging to this chemical series. Lombardo 
et  al. [4] replaced the leave-one-out cross-validation by 
a leave-class-out cross-validation protocol, where entire 
structure classes were left out. This avoids the leakage 
of training data into the test set by having close struc-
tural analogues of the training structures in the test set 
(series effect). In large-scale machine learning endeavors 
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human class labeling as done by Lombardo et  al. is not 
practical, and typically less folds are used than there are 
structural classes in the data set. Clustering can in this 
situation replace human classification, and whole clusters 
are assigned to one fold [5] to ensure that the test fold 
is structurally reasonably dissimilar to the training and 
validation fold. Another approach to asses model per-
formance realistically is the time-split cross validation, 
where data is split according to the time-stamp it was 
generated [6]. Like Martin et al. Sheridan stated that ran-
dom splits of data sets for machine learning lead to over-
optimistic performance assessments. Also other domains 
of machine learning have recognized the problem aris-
ing from assessing model performance based on random 
splits [7].

Fold splitting in sparse multi‑task settings
While the fold splitting in a single task setting with the 
methods mentioned above is straightforward, sparse 
multi-task settings, as encountered when modelling 
the structure activity matrix of a larger pharmaceutical 
company, pose an additional challenge. There are many 

diverse assays, but each of the assays has measurements 
only for a small fraction of compounds that are included 
in total, in other words the assay-compound activity 
matrix is sparse. The situation is illustrated in Fig. 1. In 
such a situation fold-splitting can be done for each task 
(assay) independently (Fig.  1a). This allows full control 
over the fraction of compounds assigned to each fold, 
and thus ensures that a fixed fraction of compounds gets 
assigned to the test set for each assay. The downside of 
this approach is, that a compound may for some tasks 
end up in the training set and for others in the test set. 
Thus, compound structure information is leaked from 
the training into the test set, which is then not anymore 
fully independent. Therefore machine learning perfor-
mance metrics obtained from this type of fold splitting 
are more indicative of the expected performance for fill-
ing in the sparse compound activity matrix than for pre-
dicting assay outcomes in structurally distinct and novel 
chemical structure spaces. The alternative is fold split-
ting in the whole compound space. Here, a compound is 
assigned with all its measurements to one fold (Fig. 1b). If 
the fold splitting in compound space is executed through 

Fig. 1 Fold splitting in sparse multitask setting. For fold splitting in sparse multitask setting there are two approaches a Fold splitting is done 
on a per task level. For each task the observations are assigned to the test fold independently. In this setup, there are compounds which are for 
some assays in the test fold and for others in the training set. b Fold splitting on the whole compound space, where a compound with all its 
measurements is assigned to one fold
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clustering, then this can ensure that the test fold is clearly 
independent and structurally distinct from the training 
set. Therefore it can be expected that performance figures 
generated under this fold splitting regime are indicative 
for the prediction performance on novel structures. The 
downside of this approach is that it cannot be guaranteed 
anymore that a fixed split ratio between training and test 
folds is maintained. As a consequence, the resulting split-
ratios in this approach need to be carefully monitored. 
An optimal train test fold split in the compound domain 
needs to reconcile the two competing objectives of sepa-
rating the train and test folds in the chemistry space on 
one hand while maintaining a reasonable split of each 
of the tasks data between train and test set on the other 
hand. A time-gated split [6] under this paradigm would 
have to rely on the compound registration date as a time 
stamp independent of the assays. Given that many assays 
are run only for a limited period in time, it is impossi-
ble to find a cutoff-date which is suitable for all assays 
at the same time. For many assays, a time-gated split on 
the whole compound domain will lead either to an empty 
training or an empty test set. In this article we will focus 
on whole compound domain splits that will allow to 
assess the prediction performance on novel compounds, 
even if this makes using time-gated splits practically 
impossible.

Federated machine learning
In federated machine learning, the data is not central-
ized at one server but stored locally by the individual par-
ties owning it. This enables the preservation of privacy, 
ensuring that no other party than the owner can access 
the data. The communication between partner servers is 
limited to secure updates of model parameters [8]. This 
technology allows training machine learning models on 
data from multiple owners, that cannot be co-located 
centrally for privacy or intellectual property reasons. In 
this way the data owners benefit from a larger training set 
and can expect a higher predictive performance of their 
models without putting their data at risk. In the area of 
drug discovery, the chemical structure data and the cor-
responding activity labels are sensitive information with 
respect to intellectual property and must kept under the 
control of the owning company at all times. Likewise 
similarity information, namely which structures of one 
partner are structurally similar to those of other part-
ners is sensitive, and therefore computation of complete, 
cross-partner similarity matrices (which is the basis for 
many clustering approaches) is not possible.

In MELLODDY (MachinE Learning Ledger Orchestra-
tion for Drug DiscoverY, [9]) a multi-task structure-(bio)
activity and property model is trained by using the data 
from 10 pharmaceutical companies. The pharma partners 

convert their structures into standardized fingerprint 
representation using the shared MELLODDY TUNER1 
protocol, and then add their assays as prediction tasks for 
a joint feed-forward neural network. This network is split 
in a trunk part, which is jointly trained by all partners, 
and a head part where each company trains it own head. 
(see Fig.  2a). In contrast to a typical federated learning 
project, where all partners train a model on a shared set 
of tasks, here the pharma partners train their individual 
assay tasks, using a hidden representation jointly trained 
by all partners. The trunk of the model computes the 
common hidden representations from all input structure 
descriptors, whereas each head computes the prediction 
outputs for only the assays owned be a given partner. The 
reason for choosing this approach is as follows: different 
assays on the same target in general do not yield quan-
titatively identical results, unless also their experimental 
setups are closely similar. Such a close matching of exper-
imental conditions is not only technically challenging, but 
also prohibitive from a privacy point of view, as pharma 
partners consider their target and assay portfolio as con-
fidential information which cannot be shared. However, a 
benefit can be expected by several means, a better hidden 
representation based on a broader chemical and bioactiv-
ity space coverage, better performance for tasks through 
transfer learning between related tasks either within a 
company (multi-task benefit) or throughout different 
companies (federated benefit) and an extended applica-
bility of tasks via an enrichment of the bioactivity matrix 
based on transfer learning between related tasks leading 
to more robust models with greater prospective appli-
cability. MELLODDY will perform machine learning on 
an unprecedented amount of training data and, even in 
absence of mapping of assays onto common tasks, syner-
gies in the joint latent representation resulting from an 
partial overlap of the partners chemical structure space 
[10, 11] and target space are expected to lead to a predic-
tion performance gain.

Technically MELLODDY relies on the Substra frame-
work [12], a federated machine learning platform (see 
Fig. 2b). In order to train the shared network trunk, each 
partner hosts a copy of this part of the model. After each 
partner has updated his trunk by training on a mini-
batch of own data, the trunk weight updates are aggre-
gated through a secure protocol similar to [13] making it 
impossible to back-track contributions to individual part-
ners. Then, each partner continues training the model 
with the next mini-batch of its training data followed 
by another aggregation step. This is continued until the 
training of the model is completed.

1 https:// github. com/ mello ddy/ MELLO DDY- TUNER/ tree/ relea se/1.0.

https://github.com/melloddy/MELLODDY-TUNER/tree/release/1.0
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While privacy-preserving, federated machine learn-
ing offers the opportunity to improve model perfor-
mance, it imposes constraints on the protocols that 
can be used for fold splitting. As the data cannot be 
aggregated in one place, only two types of fold splitting 
protocols are feasible: (1) protocols that calculate fold 
assignment at each partner site independently from 
other partners, and (2) clustering protocols that can be 
run in a federated setup and do not require co-location 
of the data. One possibility for (1) is to execute the fold 
splitting on a per task basis, as done in [5]. Here we are 
aiming for a fold split in the entire structure domain 
across all partners, where a chemical structure with 
all its activity data is allocated to one fold, in order to 
obtain a realistic assessment of the ability of a model 
to predict activity information for novel compounds 
without any experimental results. Consequently, all 
protocols have to fulfill the minimum requirement that 
identical structures are allocated to the same fold con-
sistently across all partners, should a compound exist 
in the data set of more than one partner. In this article, 
several fold splitting methods compatible with the con-
straints of privacy preservation are described, and their 
impact on machine learning performance is compared. 
As a baseline random splits were considered, despite 

the fact that these are not trivial to execute in a feder-
ated setting, under the constraint of consistent map-
ping of identical structures.

Three fold splitting methods applicable both in tra-
ditional and federated privacy-preserving settings are 
investigated: a. locality-sensitive hashing (LSH), b. 
sphere exclusion clustering, c. scaffold-based binning 
(scaffold network) and compared to a random fold 
splitting. Besides random splitting, two of the meth-
ods described in this article - locality-sensitive hashing 
and scaffold-based binning - can be executed at each 
partner autonomously during data preprocessing and 
do not require any federated computation. The third 
method sphere exclusion clustering is a clustering pro-
tocol, that requires federated execution, but is compat-
ible with the privacy preservation constraints. All fold 
splitting methods were executed on 5 large-scale struc-
ture-activity data sets: a data set each from four phar-
maceutical companies participating in MELLODDY 
(Amgen, Boehringer Ingelheim, Janssen, and Novartis) 
covering at least 50% of the structure-activity data 
warehouse of the company, and in addition a curated 
data set derived from ChEMBL [14]. Time-Split cross-
validation [6] is not considered for the reason discussed 
above.

Fig. 2 Federated Machine learning scheme in MELLODDY. a MELLODDY uses a feed-forward neural network, which is divided in a trunk and head 
part. The trunk is jointly trained by all partners, using secure aggregation of parameter updates at each iteration. The head part is individual to each 
pharma partner, an thus allows each partner modelling their own assays without mapping to the other partner’s assays. The common trunk enables 
transfer learning between the tasks of different partners. b The technical architecture of MELLODDY. Each partner maintains a node on a cloud 
platform. An additional model dispatcher node aggregates the trunk updates, but is prevented by the secure aggregation protocol from accessing 
these updates itself
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Materials and methods
In this section we, firstly, introduce the data sets we will 
employ for empirical comparisons of different split-
ting methods. Secondly, we give a detailed overview 
of these methods. Additionally, the implementation of 
each method in a federated privacy-preserving setting is 
covered.

In what follows we assume that all the parties share a 
common pipeline to standardize molecules, including 
handling of, e.g., ions and tautomerization. The pipeline 
we will use in this work is described in the next section.

Data sets
A public data set was gathered from ChEMBL version 
25 [14] and preprocessed using code provided by Iktos, 
a MELLODDY participant developing user-friendly 
artificial intelligence algorithms for drug design.2 After-
wards, the public data were prepared by MELLODDY 
TUNER.3 MELLODDY TUNER is a RDKit-based pipe-
line to standardize and prepare structure-activity data 
for machine learning and covers the privacy-preserving 
federated learning application. The standardization pro-
tocol contains handling of charges, stereochemisry, tau-
tomerism, isotopes and sanity checks, e.g., number of 
heavy atoms, proper SMILES. Subsequent to standardi-
zation a canonical SMILES as well as an extended con-
nectivity fingerprint (ECFP) [15], i.e., Morgan Fingerprint 
as implemented in RDKit, are calculated and used as 
descriptors in model training. In this work a 32k folded 
ECFP6 was utilized. MELLODDY TUNER also cov-
ers formatting activity data, e.g. handling of duplicate 
entries. For descriptor-based fold splitting methods, 
e.g., LSH and sphere exclusion clustering, it is crucial to 
ensure a canonical descriptor, i.e., identical compounds 
lead to an identical fingerprint. To this end, identity has 
to be defined, e.g., in this work different salt forms of the 
same parent compound are considered and treated as 
identical.

The public data set was derived from more than 
508,000 chemical structures and the final set (hereafter 
referred to as ChEMBL set) consists of 2978 assays and 
4083 binary classification tasks. This processed public 
data set [16] is available online.4

The private data sets from four MELLODDY partners 
(Amgen, Boehringer Ingelheim, Janssen and Novartis) 
participating in this study consist of 2000-12000 assays, 
primarily bio-activity assays measured in concentration 
response mode along with ADME/physchem-related 

assays. Each assay was transformed into 1-5 classification 
learning tasks by applying different cutoffs on the assay 
readout. For example an assay yielding IC50 values, could 
be once cut at a threshold of 1 M and once at 10 M. In 
this case in the first of the two tasks all samples with an 
IC50 below 1 M would be considered as active, whereas 
in the second task all samples with an IC50 below 10 M 
would be considered as active. The choice of the activity 
thresholds was left to the individual partners. Otherwise 
the private data sets were prepared in a consistent way 
throughout all four partners using MELLODDY TUNER, 
in analogy to the public set. It is noteworthy, that the 
tasks are not mapped between the partners and that each 
partner included at least 50% of their internal volume of 
concentration-response data.

Random split
Random splitting is common practice in non-federated 
modelling, where one randomly assigns each compound, 
together with its measurements, to a fold. However, as 
compound data sets include series of compounds, ran-
dom splitting will result in each series being present in 
several folds, and thus, also be present both in training 
and test set. Therefore, the final performance metrics 
computed on the test set are commonly expected to look 
unrealistically optimistic because in real-world applica-
tions researchers are interested in predicting compounds 
from series that were not seen during the training.

Federated implementation
To implement the federated random split under the 
constraint of consistent mapping of identical structures 
without online communication a hashing function can 
be used, for example SHA256 [17]. Hashing functions 
map their input consistently to an integer space (e.g. 256-
bit) in a pseudo-random way. The output of this hashing 
function can then be used as a seed to a classic random 
number generator and generate a number from 1 to Nfolds 
in order to obtain the fold assignment, where Nfolds is the 
number of folds. If it is desirable that only the partners 
are able to compute the fold assignment, they can share a 
common secret, that gets appended to input of the hash-
ing function.

If all partners agree on a common molecule standardi-
zation pipeline and use this to generate a unique repre-
sentation for each structure (for example a canonical 
smiles) and then use this as input to the hashing proce-
dure described above, the result is a pseudo-random but 
deterministic mapping of each individual chemical struc-
ture to a fold, which can be reproduced independently by 
the partners.

2 https:// github. com/ mello ddy/ public_ data_ extra ction.
3 https:// github. com/ mello ddy/ MELLO DDY- TUNER/ tree/ relea se/1.0.
4 https:// doi. org/ 10. 5281/ zenodo. 47784 23

https://github.com/melloddy/public_data_extraction
https://github.com/melloddy/MELLODDY-TUNER/tree/release/1.0
https://doi.org/10.5281/zenodo.4778423
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Sphere exclusion clustering
A general idea for removing the overoptimistic bias of 
random splitting is to first assign compounds into series-
like groups and then distribute each group randomly to 
one of the folds. While groups can be formed in vari-
ous ways, a popular approach is to use sphere exclusion 
clustering (also known as Taylor-Butina or leader-fol-
lower clustering, short LFC) [18–20]. A target distance 
threshold tTc must be provided that defines the size of the 
clusters in terms of the Tanimoto distance of some fin-
gerprint. In our study we used the ECFP [15] fingerprints 
generated by MELLODDY Tuner as described above 
with tTc = 0.6 as the Tanimoto distance cutoff for creat-
ing clusters.

Given the cutoff and fingerprints of the compounds the 
sphere exclusion clustering proceeds as follows: 

1 Initialize an empty set of cluster centers.
2 Randomly pick a compound c that has not been yet 

processed.
3 Compute Tanimoto distances of the fingerprint of c 

to all of the existing cluster centers.
4 If the distance to the closest cluster center is less than 

or equal to tTc then assign c to that cluster. Otherwise 
create a new cluster with c as its center.

5 Repeat steps (2)-(4) as long as there are non-assigned 
compounds left.

After the initial assignment has been completed it is use-
ful to re-assign all compounds to their closest clusters. 
This step corresponds to the re-assignment step in the 
k-means clustering. The computational complexity of 
the sphere exclusion algorithm is O(NclustersNcompounds) 
and in non-federated settings can handle millions of 
compounds.

Finally, for each cluster we choose a random fold from 
1 to Nfolds to which we then assign all of the compounds 
in the cluster.

Federated implementation
The federated setting requires the partners to agree on 
a common molecular fingerprint generation protocol, 
which is typically the same common protocol used to 
generate the descriptors for the federated model train-
ing itself. In the federated setting one should take care 
that the cluster centers, required for distance calcula-
tions, have to be hidden from the parties. This means that 
straight-forward implementations are not possible and 
one should use cryptographically secure protocols, such 
as secure multi-party computation (SMPC) [21].

Using SMPC each partner can add its compound library 
to an encrypted space, where only cryptographically 

agreed computations are allowed to happen. The 
main idea in SMPC is to use secret sharing protocols, 
e.g., Shamir’s Secret Sharing, SPDZ [22] and SCALE-
MAMBA. In these methods there is no third party who 
has access to the private data but instead each partner has 
a piece of the share of the data (i.e., compound descrip-
tors) and the computation is done in encrypted form, 
such that only the final output is revealed to the parties. 
However, it should be noted that SMPC-based methods 
have very high computational and communication over-
head, as they employ advanced cryptographic methods.

A general SMPC algorithm for a sphere exclusion clus-
tering-like method works as follows: 

1 Each party computes folded ECFP features for its 
compounds, e.g., 1024 bits.

2 Each party creates a secret sharing of the fingerprints 
adding them to the SMPC system.

3 The secretly shared fingerprints are pooled and ran-
domly shuffled into a single list. The shuffling may 
only reveal each party’s compound locations to itself.

4 The main iteration loop of sphere exclusion cluster-
ing is executed: 

(a) The next compound is picked from the shuf-
fled list and the distance of its fingerprint to all 
existing cluster centers is computed, the results 
are kept in secret sharing (i.e., undisclosed).

(b) Minimum distance di is computed over the dis-
tances, also kept in secret sharing.

(c) This distance di is compared against tTc and the 
resulting bit di > tTc is revealed to all parties.

(d) If the bit is 1 the secret shares of the i-th com-
pound are appended to the cluster center list.

(e) If there are still compounds left then continue 
from step 4a.

5 Finally, for each compound we compute the distances 
to all cluster centers, and find the center j with the 
smallest distance, in secret. Then the center value j is 
revealed to the party that owns the compound.

These steps outlined above are likely to be too slow for 
data sets with millions of compounds. To improve the 
speed it is possible to run in advance a SMPC version 
of k-means clustering with k equal to for example 100, 
which will create k clusters of compounds. Finally, the 
cluster assignments can be revealed and then for each 
cluster the sphere exclusion clustering can be executed in 
a computationally feasible manner.

As it can be seen above, this protocol is quite com-
plex. Implementing it with the required level of security 
is a substantial effort. For large-scale modeling that uses 
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millions of compounds and thousands of clusters, we 
expect the SMPC to be still quite heavy in computation. 
However, for smaller scale federated learning setups it 
might be a feasible and attractive option.

As in this paper we are focusing on large-scale feder-
ated learning settings and are interested to find fast 
and easy-to-use solutions, we will next introduce two 
approaches that are well suited to the federated setup. 
The hope is that we can achieve the same quality of 
split as sphere exclusion clustering but with much lower 
implementation and computation effort. Thus, before 
investing resources in a federated implementation of 
sphere exclusion clustering, a non-federated implemen-
tation was analyzed by four pharma companies inde-
pendently and compared to easier to implement folding 
schemes.

Locality‑sensitive hashing
Similarly to the sphere exclusion clustering the local-
ity-sensitive hashing (LSH) tries to put similar com-
pounds into the same bin (binning), hence, reducing the 
series effect [23]. However, in contrast to the clustering 
approach, in LSH each compound and data set is pro-
cessed independently, thus, making it well-suited for fed-
erated implementation.

The main idea of LSH is to bin compounds according 
to a subset of the descriptor, e.g., ECFP. Specifically, in 
our setting we consider picking N highest entropy bits 
(e.g., N = 16 ) over the molecules of a data set. Note that 
having higher entropy, for a binary fingerprint, means to 
have frequency closer 0.5. Thus, we select the features 
whose frequency in the data set is the closest to 0.5. Each 
compound is then characterized by its N binary features 
and added to the given bin. In this study, where N = 16 
was chosen, there will be at most 216 = 65536 bins, each 
bin containing compounds that have the same identical 
values for these 16 binary features. The property of such 
binning is that similar compounds have high probability 
to be assigned to the same bin. Each bin will then be ran-
domly assigned to a fold,

Finally, compounds in each bin are all assigned to a 
same randomly generated fold (from 1 to Nfolds)

Federated implementation
In the federated setting, the LSH binning requires that 
all parties agree on a common subset of the fingerprint 
features. Therefore, we use a public data set, such as 
ChEMBL, to calculate the fingerprint feature frequencies 
and choose N features whose frequency is closest to 0.5. 
A large overlap is expected between the public N highest 
entropy bits and the private ones.

Each party subsequently proceeds to independently 
calculate the bins for all of its compounds using the 

selected features derived from the public data set. Finally, 
the hashing procedure described above for the feder-
ated random split is used to map each bin to a folds in a 
pseudo-random fashion, using an integer representation 
of the bin as input to the hashing function. The differ-
ence between LSH and the random split is, that in case 
of LSH a group of several to some degree similar com-
pounds shares the same bin, and is thus assigned to the 
same fold, whereas in the random split each compound 
produces its unique input for the hashing procedure.

Scaffold‑based binning
Scaffolds are a chemically intuitive way of grouping 
chemical structures. The first approach to automatically 
determine scaffolds consisted of pruning all acyclic side-
chains from the core scaffold (“Murcko”-scaffold) [24]. A 
fold split according to these scaffolds has been described 
by [25] where it has been demonstrated that this type of 
split leads to much less optimistic model performance 
assessments than a random split. For practical purposes 
this scaffold definition is often too granular, as, for exam-
ple, the addition of a simple phenyl group to an existing 
scaffold creates a new scaffold. This can be remedied by 
pruning this initial “Murcko”-scaffold further by itera-
tive removal of single rings, thereby removing with pref-
erence more peripheral, chemically less characteristic 
rings [26]. This turns the flat scaffold classification in a 
hierarchical classification tree. The tree levels that corre-
spond to scaffolds with fewer rings are more generic. This 
approach can be used for structure-activity relationship 
investigations [27] and has been further generalized by 
the scaffold network [28], where in contrast to the scaf-
fold tree multiple decomposition alternatives are con-
sidered, meaning that at each hierarchy level a structure 
can be associated to more than one scaffold. The scaffold 
network algorithm was implemented in RDKit version 
2020.03 [29]. In contrast to the original scaffold network 
implementation, the RDKit version in its default configu-
ration does not dissect fused, bridged or spiro ring sys-
tems, with the effect that non-intuitive dissections like, 
for example, the dissection of a steroid ring system are 
prevented.

For this study the RDKit implementation was used 
due to the wide distribution and usage of this toolkit. 
The RDKit implementation has features for both retain-
ing of attachment point information as well as generat-
ing abstract scaffolds with generic atoms and bond types. 
Both of these features were deactivated for this study. In 
addition, the multi-class classification approach of scaf-
fold network is not suitable for fold splitting, where each 
compound must be assigned to one class only. Thus it was 
necessary to post-process the output. For practical pur-
poses in medicinal chemistry, scaffolds with three rings 
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often provide a useful level of granularity [30]. Therefore, 
from the scaffolds generated by the RDKit scaffold net-
work implementation all scaffold with three rings were 
selected. In case no such scaffold exists, the scaffolds with 
the number of rings closest to 3 were selected. If more 
than one 3-ring scaffold exists, the original scaffold tree 
rules from [26] were applied for further prioritization in 
order to select a single scaffold. An example is shown in 
Fig. 3a.

It should be kept in mind that in contrast to LSH and 
sphere exclusion clustering this scaffold-based approach 
is a heuristic one which is independent from an underly-
ing fingerprint. There can be in principle two structures 
which have highly similar or even identical fingerprints, 
but different scaffolds, especially through ring-size or 
linker length extension. Example compound pairs from 
ChEMBL which end up in different folds, despite high 
Tanimoto similarity (Tc) in the ECFP6 32k folded finger-
print, are shown in Fig. 3b.

Federated implementation
To implement the federated scaffold-based binning, the 
scaffold obtained in the described way is translated into 
a SMILES string which is then, in analogy to LSH, sub-
mitted to the hashing procedure described above in order 
to obtain a consistent, pseudo-random fold assignment 
for each scaffold. As all acyclic structure have an empty 
scaffold smiles, this leads to the effect that all acyclic 
molecules are hashed to the same fold. Like LSH, scaf-
fold-based fold assignment is fully deterministic and can 
be run locally at each pharma company.

Evaluation criteria
The fold splitting methods were evaluated according to 
three criteria (1) distance of the test compounds to the 
training set, (2) label and data imbalance, (3) bias in pre-
diction performance. The first criterion describes how 
well the training and the test set are separated in the 
fingerprint descriptor space. Pairs of closely analogous 
compounds should be contained in one fold to the larg-
est possible extent and not be split across different folds. 
This is a more loose criterion than the typical evaluation 
criterion for clustering, where an overall high intra-clus-
ter similarity is aimed at. To asses this, pairs of molecules 
were sampled from the whole data set and grouped into 
10 equidistant bins based on the Tanimoto similarity of 
their fingerprints: 0.0-0.1, 0.1-0.2 ... 0.8-0.9, 0.9-1.0. For 
each of the similarity bins, the fraction of pairs where 
both compounds originate from the same fold was com-
puted. From a purely random fold split one would expect 
a fraction of 1/Nfolds pairs being allocated to the same 
fold irrespective the similarity bin. In this study 5 folds 
have been generated, thus the baseline probability of a 

pair being allocated to the same fold is 0.2. For our split-
ting methods we expect that the fraction of intra-fold 
pairs increases with increasing similarity, and should 
approximate 1.0 for similarity values close to identity.

While concentrating pairs of close analogues in one 
fold, distribution of overall observations across the folds 
for each task should be as homogeneous as possible. 
Likewise the fraction of positively labeled observations 
for each task across the folds should be homogeneous. 
This is a difficult to achieve objective, as the y-matrix of 
observations in multi-task QSAR models is typically very 
sparse, and for many tasks only few structural classes of 
compounds have been measured in the underlying assay. 
Even if multiple series have been tested in an assay, it 
may still be the case that the positively labeled “active” 
compounds result only from a small number of chemi-
cal series. In this case methods aiming to assign complete 
chemical series to one fold may assign the majority of 
actives to one or two folds. As a consequence, the frac-
tion of actives per fold will differ between the folds. This 
can be quantified by calculating the standard deviation 
of the fraction of actives across the folds for each task. 
In such a situation either the model performance may 
suffer, if the active sample are predominantly in the test 
set, or the accuracy with which the performance can 
be quantified suffers from a too small number of active 
compounds in the test set. In a single task setting, it is 
possible to mitigate these effects by assigning the indi-
vidual clusters to each fold in such a way that the balance 
of labels is maintained. As discussed in the introduction, 
this is not possible in a sparse multi-task setting, without 
introducing information leakage from the training to the 
test set. In the compound domain splits described here 
no mitigation for the data and label imbalance between 
folds was applied.

Finally the most relevant objective is the impact of the 
fold splitting on the machine learning. For this purpose 
the performances of a machine learning model trained 
using different fold splitting methods are compared. It is 
expected that more stringent fold splitting methods with 
a better separation between test and training data will 
achieve a lower performance. This lower performance 
will however reflect more closely the performance that 
can be expected under realistic real-world medicinal 
chemistry applications, compared to the overoptimistic 
performance readouts from random fold splits.

Unless stated otherwise, aggregated results over indi-
vidual pharma partners and all tasks are reported.

Training process
First the data was clustered according to the respective 
method and then split into training, validation and test 
folds, 60-20-20 ratio, i.e, nested cross-validation. For each 
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Fig. 3 Scaffold based fold splits a The scaffold extraction procedure is illustrated on the example of flucloxacillin. b Examples of highly similar 
compounds from ChEMBL by means of Tanimoto similarity (Tc) of a fingerprint (ECFP6 32k folded) that are assigned to different scaffolds
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method the validation set was used to find the hyper-
parameters that maximized its performance on mean 
AUPR across the tasks. SparseChem5 a Python package 
for machine learning models for physicochemical appli-
cations was used to generate single partner feed-forward 
neural networks predicting multiple binary classification 
tasks.

For the hyperparameter optimization we scan the 
parameters given in Table 1.

The number of training epochs was fixed to 25. The 
learning rate was 0.001 and it was reduced at epoch 20 by 
0.3 times.

Results and discussion
Similarity of test and training set
A high number ( ∼ 108 ) of random compound pairs 
were sampled from each partner’s private set and the 
ChEMBL subset. For each pair, the Tanimoto coeffi-

cient was determined and Tanimoto similarities binned. 
The average fraction of intra-fold (according to LSH, 
sphere exclusion, and SN) pairs was calculated for each 
similarity bin. Average fractions over 4 pharma part-
ners are plotted in Fig. 4b. The intra-fold fractions for 
the public data set as well as the respective number of 
pairs in each similarity bin are shown in Fig. 4a. In gen-
eral, for all non-random splits the fraction of intra-fold 
pairs increases with increasing similarity. For the scaf-
fold-based fold splitting a drop in the intra-fold fraction 
is observed (Fig.  4) for the highest similarity bin. This 
can be explained by two facts. First, the sample size 
for the corresponding bin (0.9-1.0 Tc similarity) is low 

Table 1 Hyperparameter grid used in the optimization

Hyperparameter Set of values

Hidden sizes [1200], [1600], 
[2000], [3000], [1600, 
1600]

Dropout 0.4, 0.5, 0.6, 0.7

Weight decay 1E−5, 1E−6

Fig. 4 Distribution of compounds over different folds depending on similarity of these compounds. Fraction of intra-fold pairs as function of the Tc 
ECFP6 similarity of this pair a for public data set and b averaged over 4 pharma data sets (confidence intervals indicated as bars). In a the decadic 
logarithm of the number of pairs (bold black line) as function of the Tc ECFP6 similarity of this pair is given in addition

5 https:// github. com/ mello ddy/ Spars eChem.

https://github.com/melloddy/SparseChem
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(see Fig. 4a number of pairs in each bin). Second, small 
changes in the scaffold can lead to a high similarity 
based on ECFP6 but different scaffold assignment. The 
second reason is unique to the scaffold-based folding 
as LSH as well as sphere exclusion rely on the ECFP6 
instead of the scaffold. Four examples of such minor 
scaffold changes yet maintaining a high ECFP6 similar-
ity are given in Fig.  3. In addition, a slight increase of 
intra-fold pairs for the highest similarity bin is apparent 
in random fold splitting (see Fig.  4a). In order to pre-
vent assigning the same compound to different folds, 
the random folding scheme uses the SMILES for hash-
ing. Hence, identical compounds, which are contained 
in the highest similarity bin, are assigned to the same 
fold. Sphere exclusion and scaffold network are detect-
ing subtler similarities than LSH (and random). By 
assigning even compounds with a low (but apparent) 
similarity to the same fold, sphere exclusion and scaf-
fold network make it more challenging (i.e. realistic) for 
the network. This leads to a more realistic estimation of 
the model’s performance in a real medicinal chemistry 
application scenario.

Label and data imbalance
The fraction of tasks below five compounds in one or 
more folds was used as a measure of task data distribu-
tion imbalance. Tasks were binned by size and bin frac-
tions were averaged over four partners and the public 
ChEMBL subset. Tasks where the fold standard devia-
tion of the fraction of actives was greater than 0.05 were 
marked as “label imbalanced”. The results of the label and 
data imbalance analysis are presented in Table 2.

Although the splitting of the data into test, train and 
validation set should be as close as possible to a realis-
tic prospective application of the model, enough data 
including a sufficient amount of all labels in each fold 
must be given for a sound data basis. All three methods 
are worse than random with regard to label and data bal-
ance for small tasks. LSH performs closest to random 
but its advantage over sphere exclusion and scaffold net-
work becomes smaller for tasks with 1000 compounds or 
more. Regarding label and data imbalance all four folding 
methods are suitable given that the data sets are of rea-
sonable size (more than 1000 compounds).

Bias in prediction performance
Randomly splitting the data into test, train and valida-
tion set clearly gives an overoptimistic view on model 
performance. Thus, a more realistic splitting will yield 
in a reduced (less overoptimistic) performance. For each 
folding method a hyperparameter search using the same 
grid (see Table 1) and a nested cross-validation was per-
formed. The best hyperparameters were largely consist-
ent for different folding methods (both for pharma and 

Table 2 Label and data imbalance of different folding methods 
averaged over all tasks of four partners and the ChEMBL subset. 
Fraction below 05: fraction of tasks below five compounds in one 
or more folds, fraction label imbalance: fraction of tasks where 
the fold standard deviation of the fraction of actives was greater 
than 0.05

Fold method Task size bin 
lower limit

Fraction 
below 05

Fraction 
label 
imbalance

LSH 10 0.90 0.35

100 0.29 0.37

1000 0.08 0.11

10000 0.03 0.00

100000 0.00 0.00

Sphere exclusion 10 0.95 0.46

100 0.37 0.49

1000 0.11 0.24

10000 0.04 0.00

100000 0.05 0.00

Scaffold network 10 0.96 0.58

100 0.46 0.64

1000 0.10 0.29

10000 0.04 0.08

100000 0.08 0.12

Random 10 0.67 0.07

100 0.18 0.05

1000 0.05 0.00

10000 0.00 0.00

Table 3 Differences in best hyperparameter selection for 
different folding methods on the public data set. The top 10 
performing hyperparameter sets for the random fold splitting 
are given together with the respective rank of this setting for the 
other folding methods

Hidden Dropout Weight Rank Rank Rank
Sizes Decay Sphere 

exclusion
Scaffold 
network

LSH

[2000] 0.7 1E−6 2 1 8

[2000] 0.6 1E−6 8 6 5

[1600] 0.7 1E−6 3 2 2

[1200] 0.5 1E−6 11 13 7

[1200] 0.6 1E−6 9 10 4

[3000] 0.7 1E−6 5 4 6

[1200] 0.7 1E−6 1 3 1

[1600] 0.6 1E−6 6 9 3

[3000] 0.6 1E−6 7 8 11

[1600] 0.5 1E-6 4 11 10
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public data sets). For the ChEMBL subset one of two 
hyperparameter sets (hidden size 1200 or 2000, drop-
out 0.7 and weight decay 1E-6) was found best for each 
folding method (see Table  3). The best hyperparam-
eter of each folding method was also always within the 
top 10 hyperparameters of the other methods. Thus, the 
hyperparameter preference is not sensitive to the folding 
method.

We analyzed the performance by means of area under 
the precision-recall curve (AUPR) and area under the 
receiver operating characteristic curve (AUROC) and 
calculated the respective delta performance to the per-
formance of a random splitting. The results are depicted 
in Fig.  5 and Additional file  1: Fig. S1 for AUROC and 
AUPR, respectively. Although, AUROC is the more rigor-
ous measure we calculated AUPR in addition, because it 
is the primary metrics used in MELLODDY.

For all partners and both metrics we observe decreased 
performance values for all three analyzed folding meth-
ods compared to random splitting confirming previous 
findings that a random fold split leads to overoptimis-
tic performances. Moreover, this indicates that all three 
methods are able to reduce the overoptimistic perfor-
mance of a random fold splitting. LSH has the low-
est decrease in performance and thus is probably still 

overoptimistic. A reason could be that the test set con-
tains a higher number of compounds similar to the train-
ing set (see Fig.  4b). However, LSH is less biased than 
random splitting with regards to prediction performance. 
For all partners but one (pharma partner 1) a clear gap 
between LSH on the one side and sphere exclusion as well 
as scaffold network on the other side can be observed. In 
contrast, the performance gap between sphere exclusion 
and scaffold network is only marginal. Again for all part-
ners but one (pharma partner 4) scaffold network leads 
to a slightly larger decrease in performance compared to 
sphere exclusion. Given that the heuristics underlying the 
scaffold network have been designed to recover chemical 
series, it is not surprising that they are effective in sup-
pressing the chemical series effect. Thus, sphere exclu-
sion and scaffold network based splitting are equally well 
suited to generate proper test, train and validation sets 
for a more realistic evaluation of model performance.

Conclusion
Designing proper test, train and validation sets in machine 
learning is a vital but not trivial task. It is crucial to ensure 
realistic performance estimates and a fair evaluation of 
machine learning models for real-world (medicinal chem-
istry) applications. In this work we studied four train-test 
splitting methods for chemical structure data: random 
splitting, locality-sensitive hashing (LSH), scaffold-based 
binning (scaffold network) and sphere exclusion cluster-
ing. To this end, the impact of these four different folding 
methods was analyzed on four large-scale pharma data sets 
and a ChEMBL subset and assessed wrt. similarity of the 
compounds within one fold, label and data imbalance, and 
predictive performance bias. In addition, we compare these 
methods regarding their application in a federated pri-
vacy-preserving setting which is an attractive opportunity 
to improve model performance, but leads to restrictions 
on fold splitting methods. In general the results are com-
parable between the different data sets indicating a good 
transferability of the presented results to other data sets. 
In particular, both sphere exclusion and scaffold network 
show better enrichment of similar compounds in the same 
fold and a more realistic performance metrics than LSH. 
LSH and a random fold splitting distribute compounds and 
labels more evenly through the folds. This effect vanishes 
for tasks with 1000 compounds or more. Thus, for a more 
realistic validation of machine learning models scaffold-
based and sphere exclusion fold splitting are beneficial. 
However, a scaffold-based fold splitting has the advantage 
that besides allocating similar compounds comparably 
to sphere exclusion it avoids the necessity of a federated 
platform level implementation. Hence, scaffold-based fold 
splitting was implemented and used in the MELLODDY 
project. Further publications describing the MELLODDY 

Fig. 5 Performance difference of folding methods compared to a 
random folding. Performance difference by means of delta AUROC 
averaged over at least three test folds (confidence intervals indicated 
as bars) and compared to a random folding for four folding methods 
and all tasks of four partners as well as a ChEMBL subset
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approach in more detail will be published elsewhere. In 
summary, scaffold-based fold splitting is the preferred fold 
splitting method for federated privacy-preserving multi-
task machine learning models, whereas sphere exclusion 
clustering is preferred for non-federated settings.
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The online version contains supplementary material available at https:// doi. 
org/ 10. 1186/ s13321- 021- 00576-2.

Additional file 1. Performance difference of folding methods compared 
to a random folding. Performance difference by means of delta AUROC 
and delta area under the precision-recall curve (AUPR) each averaged 
over at least three test folds (confidence intervals indicated as bars) and 
compared to a random folding for four folding methods and all tasks of 
four partners as well as a ChEMBL subset.
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